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EXECUTIVE SUMMARY 

This document introduces an updated version of the ARSINOE Collective Environmental Intelligence 

Knowledge Graph (KG), called as SustainGraph, along with a set of data population, querying, analytics 

and visualization mechanisms. The SustainGraph provides a solid representation of knowledge related 

with different type of concepts around the Sustainable Development Goals (SDGs), while it provides 

to social and environmental scientists analysis and visualization services over semantically aligned 

data. Such data can have different formats, like time-series data, spatial data and text data.  

Regarding the data population part, different techniques are developed to integrate time series data, 

spatial data and text in the SustainGraph. Where possible, semi-automation techniques are employed 

for the data population processes, aiming to reduce errors and bias and to overcome existing barriers 

in the management of data silos. Regarding the data querying part, the provided tools act as a 

horizontal enabler for inter-disciplinary scientists to integrate the SustainGraph in their own 

ecosystem. To optimize the execution time of queries, a refactoring process has been applied. The 

collected data can be made available publicly or kept private, depending on their criticality and privacy 

characteristics, while they can be fed to real-time analytics processes. Different types of analysis are 

supported. These include analysis that aim to find the similarities among the SDG data, and analysis 

that support the identification of the most vulnerable areas in national and European scale in a hazard 

dependent and independent way. To improve the interpretation of the results and deepen the 

understanding of the SustainGraph data, a user-friendly and intuitive interface has been developed, 

called as SustainGraph Visualization Kit. This web-based application provides visualizations to end 

users through charts, interactive search tools. 

In the upcoming period, emphasis will be given on the further adoption and usage of the developed 

knowledge management tools by the ARSINOE case studies, and the development of more intuitive 

visualizations in the SustainGraph Visualization Kit. Exploitation of Large Language Models will drive 

the process of the knowledge graph querying for the non-expert end users. Furthermore, the 

enhancement of the data population pipelines will foster the collaboration of the SustainGraph with 

the ARSINOE Data Hub. 

 

Related Deliverables: Deliverable 4.6 (M12) for the Conceptualization of ARSINOE Collective 

Intelligence Knowledge Graph and D4.5 (M48) for the interlinking between the Data Hub and the 

Knowledge Graph.  
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1.0 Introduction 

1.1 Scope of this deliverable 

The deliverable D4.7 details the supported knowledge management processes by the SustainGraph, 

focusing on the development and usage of Machine Learning (ML) techniques to support data 

population, querying analysis and visualization processes. A set of mechanisms are detailed to support 

data population to the SustainGraph for a wide set of data sources, data querying, data analysis and 

data visualisation based on the provided data. The SustainGraph along with the developed 

mechanisms are made available as open-source software and are accessible through the repositories 

shown in Table 1.1. In each case, access is provided to the developed software and the associated 

documentation. 

Table 1.1: The SustainGraph with the developed mechanisms 

In addition to the provision of access to the developed software, in D4.7 we provide short information 

for the various developments. 

1.2 Structure of this deliverable 

The deliverable is organized as follows. In Section 2, the updated schema of the SustainGraph is 

presented. Following, in Section 3 the data population mechanisms are listed, focusing of the 

integration of different type of data stored in the SustainGraph, such as time-series, spatial and text 

data, while it also details an advanced automated way of knowledge graph data enrichment. Section 

4 provides information around the data querying over the SustainGraph. It describes the SustainGraph 

refactoring for efficient query, the OpenAPI which ensures public accessibility of the data of the 

SustainGraph and a more advanced machine learning technique of data querying by taking advantage 

of Large Language Models (LLMs). Section 5 describes the data analytics over the SustainGraph, where 

different types of analysis are conducted. Section 6 focuses on the user-friendly visualization of data 

to enhance the understating of data hosted in the SustainGraph. Section 7 briefly refers to the 

conclusions and a set of identified challenges that must be tackled. 

 

Name Gitlab Repository Type 

SustainGraph https://gitlab.com/netmode/sustain

graph  

Neo4j Knowledge Graph 

SDGDetector https://gitlab.com/netmode/sdg-

detector  

Python Library 

SustainGraph Open API https://gitlab.com/netmode/sustain

graph_api  

Software 

SustainGraph Visualization Kit https://gitlab.com/netmode/sustain

graph_visualizationkit  

Software 

SDG Interlinkages https://gitlab.com/netmode/sustain

graph-correlation-indicators  

Analysis Scripts 

Vulnerability Analysis https://gitlab.com/netmode/vulnera

bility-analysis  

Analysis Scripts 

https://gitlab.com/netmode/sustaingraph
https://gitlab.com/netmode/sustaingraph
https://gitlab.com/netmode/sdg-detector
https://gitlab.com/netmode/sdg-detector
https://gitlab.com/netmode/sustaingraph_api
https://gitlab.com/netmode/sustaingraph_api
https://gitlab.com/netmode/sustaingraph_visualizationkit
https://gitlab.com/netmode/sustaingraph_visualizationkit
https://gitlab.com/netmode/sustaingraph-correlation-indicators
https://gitlab.com/netmode/sustaingraph-correlation-indicators
https://gitlab.com/netmode/vulnerability-analysis
https://gitlab.com/netmode/vulnerability-analysis
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2.0 The SustainGraph 

To monitor the progress toward the achievement of the Sustainable Development Goals (SDGs) and 

effectively track the related data around them and the policy documents, the SustainGraph has been 

developed. The SustainGraph interlinks different concepts and from diverse sources enabling the 

extraction of knowledge, insights and correlations across various dimensions. A first version of the 

SustainGraph is detailed in (Mandilara, et al.) and in (Fotopoulou, et al., 2022). Figure 2.1 provides a 

high-level view of the main concepts in the SustainGraph. At the core of the SustainGraph, time-series 

and spatial data coming from sources, like open APIs, international databases are integrated. At the 

right side of the figure, data regarding the Arsinoe Case Studies are hosted. Each Case Study is aligned 

with the UN SDG indicators and also addresses specific hazards, for which a set of innovations is 

proposed. Data regarding the stakeholders with a vested interest in the case studies are also stored. 

Moving to the left side of Figure 2.1, text data regarding national or European policy documents are 

also related with the SDGs, based on the (Mandilara, et al., 28 May–1 June 2023). 

 

Figure 2.1: High-level view of the SustainGraph 

A detailed breakdown of the entities of the SustainGraph is depicted in Figure 2.2. Following the 

schema, all indicators are represented within the SustainGraph through one or a collection of Series. 

Each Series is measured as described in their respective SeriesMetadata through Observations 

representing time-series data (detailed in Section 3.1). In the updated schema of the SustainGraph, 

text data are incorporated (detailed in Section 3.3), and also spatial data techniques are used to 

integrate data at lower geographical scales (detailed in Section 3.2). 

The spatial dimension of the observations is expressed via the GeoArea entity, which encompasses 

various scales, ranging from continents and countries to lower administrative units, i.e., NUTS 1, NUTS 

2, NUTS 3, Cities and Postal Codes, reaching up to high-resolution local levels. The SustainGraph also 

considers the hierarchy among the GeoAreas, which is presented in detail in Figure 2.3. 

 



 

  

 

7 

www.arsinoe-project.eu 
       

 

Figure 2.2: Detailed view of the SustainGraph 

Each GeoArea node contains two properties: the name of the GeoArea and the code(s) of the 

GeoArea, as well as a second label denoting the geographical level. Following the division provided by 

the Nomenclature of Territorial Units for statistics (NUTS) classification1, each area is subdivided into 

NUTS 1 regions (major socio-economic regions), which are further subdivided into NUTS 2 regions 

(basic regions for the implementation of regional policies). At the bottom of the NUTS classification 

hierarchy, the NUTS 3 Regions are established, delineating small regions for specific diagnostic 

purposes. Each NUTS 3 Region belongs to one NUTS 2 Region and also may be characterized by 

different territorial typologies, including Urban and Rural typologies. 

To move to a more granular level, we introduce the city level under the NUTS classification, which 

follows its hierarchy based on the system of Local Administrative Units (LAUs), which is compatible 

with the NUTS classification. Starting with the NUTS 3 Regions, each NUTS 3 node consists of 

fundamental elements referred to as its building blocks. These building blocks, known as LAUs, include 

municipalities, communes, parishes, or wards. According to the degree of urbanization typology, each 

LAU can be classified as a city, town and suburb, or rural area. Following this hierarchy, a city is made 

up of different LAUs. Each city node is a part of the Functional Urban Area (FUA) node, which is used 

to describe a wider aggregate that consists of a city and its surrounding commuting zone. The 

described hierarchy is shown in Figure 2, where a FUA node is composed of a city node and the LAU 

nodes. 

 

 
1 https://ec.europa.eu/eurostat/web/nuts  

https://ec.europa.eu/eurostat/web/nuts
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Figure 2.3: Spatial Hierarchy in the SustainGraph 

3.0 Data population Mechanisms 

3.1 Time Series Integration 

A set of different indicators is integrated at the core of the SustainGraph. Indicators coming from 

international databases, like Eurostat or Open APIs, like the UN SDG API are hosted in the knowledge 

graph and follow the schema presented in Figure 3.1. In the SustainGraph, an indicator is represented 

by one or more series, which are measured by the metadata (SeriesMetadata node) and described 

through Observation nodes that refer to a specific GeoArea. The source of the different sets of 

indicators is represented by the Source Node and also especially the EU SDG Indicators have their own 

policy targets, specified by the European Union and represented by the EUPolicyTarget node.  
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Figure 3.1: Time Series in the SustainGraph 

A plethora of the indicators’ data by their nature are time series data. By integrating time series data 

in the SustainGraph, it becomes possible to capture the dynamic changes and temporal dependencies 

between entities over time. This can significantly enhance the ability of a KG to model evolving 

interactions, like those between the EU and UN SDG indicators, identify patterns or lead to different 

types of analysis regarding the indicators’ data. Proper integration techniques involve data cleaning 

and aligning temporal sequence with the provided schema. A set of data population mechanisms 

depending on the source of data are provided in the SustainGraph Gitlab Repositoty2. 

3.2 Spatial Data Integration 

Spatial data come in different scales, at national, regional and local levels. Various challenges exist for 

the integration of spatial data into knowledge graphs, considering the data heterogeneity, the lack of 

semantic description, the need for management of high data volumes, and the absence of qualitative 

data in many cases. The diversity in their formats (e.g., GeoJSON, Shapefiles, CSV), introduces a need 

for customized semantic data mapping and population processes. Spatial data integration often 

involves large datasets, introducing further needs for upscaling data to optimally manage large data 

volumes, as well as needs for managing the graph database in terms of scalability. 

Spatio-temporal land cover data encapsulate spatial information about the surface of the Earth over 

the years. Derived from authoritative sources, such as the Copernicus Land Monitoring Service 

 
2 https://gitlab.com/netmode/sustaingraph 

 

 

https://gitlab.com/netmode/sustaingraph
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(CLMS)3 and the Global Human Settlement Layer (GHSL) 4, this data describes the land cover, land use, 

and human activity through pixel-wise ground truth maps. Some of them follow the Land Use and 

Land Cover Classification of categorical data, which appoints to pixels thematic class codes, while 

others assign to each pixel a numerical value. Figure 3.2 presents the procedural framework to 

integrate data in vector (e.g., Shapefile, geoJSON) or raster (e.g., GeoTIFF) formats into the 

SustainGraph.  The geospatial data is filtered based on the geometry of each GeoArea.  In our case, 

the latter regards one or more Administrative units (NUTS 1, NUTS 2, NUTS 3, City, FUA) specified in a 

shapefile format. In the case of categorical data, the computation refers to the percentage of the 

filtered area that is classified as a distinct category. For continuous numerical data, with fine grain 

representation that may extend up to point granularity per grid cell, 3 upscaling techniques have been 

developed. Through this process the filtered geospatial data is converted to one or more numerical 

values with a temporal dimension per GeoArea, that can be introduced within the SustainGraph as 

Observations (see Schema on Section 3.1). Each Observation that encapsulates a specific value within 

a GeoArea may also be assigned with the coordinates of the specific Point that refers to. 

 

Figure 3.2: Procedural framework for spatial data integration 

The first method for the upscaling of continuous numerical data involves aggregating - across all the 

grid - continuous values within the boundaries of selected administrative units. The resultant value is 

assigned to the centroid of the respective area as the representative point, which is introduced into 

the SustainGraph as one Observation per GeoArea (see Figure 3.3).  

 

 
3 https://land.copernicus.eu/en  
4 https://human-settlement.emergency.copernicus.eu/  

https://land.copernicus.eu/en
https://human-settlement.emergency.copernicus.eu/


 

  

 

11 

www.arsinoe-project.eu 
       

 

Figure 3.3: First method for upscaling geospatial data 

The second approach considers each GeoArea as a collection of grid boxes. Therefore, in the 

SustainGraph are introduced as many observations as the grid cells per GeoArea with the mean value 

of the observation points in each grid cell and their corresponding centroid, as presented in Figure 3.4. 

The size of the grid cell, and therefore the number of grid cells per GeoArea, is a critical parameter 

that depends on the nature of the data. Depending on the dataset the ideal grid cell size achieves data 

reduction but relatively small information loss. To evaluate this, the first criterion is the distribution 

of the grid cell mean data values to remain relatively similar without high information loss, and the 

second criterion is based on the preservation of a relatively high spatial autocorrelation among the 

data.  

 

Figure 3.4: Second upscaling method for geospatial data 
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To exploit the spatial autocorrelation of the data and address the potential loss of patterns and 

relationships, a spatial clustering methodology is performed as the third technique, using the 

Agglomerative Hierarchical Clustering (ACM) Algorithm. AHC is an unsupervised machine-learning 

clustering technique that iteratively groups data into homogeneous clusters with common 

characteristics. In our case, AHC is performed with the geographical constraint of the points’ spatial 

weights. Distance-based weights are calculated using the k-Nearest Neighbours Weights, where k is 

set to 4, representing the centroid connected to the four points of a square area. The incorporation 

of geographical constraints and distance-based weights aims to reveal spatially coherent clusters. As 

a measure of compactness, the Within Cluster Sum of Square (WCSS) metric is calculated for a range 

of clusters for each dataset. The elbow method, based on this metric, determines the optimal number 

of clusters. The observations’ point values within each cluster are aggregated and assigned to the 

cluster’s representative point (see Figure 3.5). In the case of the ACM Algorithm the grid cells and 

therefore their representative points are not standard for the same dataset during different time 

intervals. Even by posing the constraint of the same number of clusters for every time period to ensure 

consistency, the similarity of the clusters across time needs to be examined. The Adjusted Rand Index 

(ARI) and Rand Index (RI) can be calculated as similarity measures. In cases of inconsistencies and low 

values of the aforementioned indices, the representative points within the GeoArea will vary per time 

period.  

 

Figure 3.5: Third upscaling method for geospatial data 

Overall, each technique offers a trade-off among data reduction, information loss and consistency. 

The nature of the dataset and the scope of the analysis that will be performed over the data define 

the preferred method to introduce them into the SustainGraph, as thoroughly described in (Androna 

(a), et al., 2024). 
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3.3 Text Data Integration 

Over the last few years, there has been a significant increase in the release of massive amounts of 

data related to the Sustainable Development Goals (SDGs). This has been driven by the recognition 

that data is critical for monitoring progress toward the SDGs, identifying areas that require attention, 

and informing policy decisions. Given that a significant percentage of the provided information is 

made available in documents, the availability of software libraries that can enable scientists to easily 

extract information regarding the importance given to the SDGs in the documents’ text is considered 

crucial. By taking advantage of Natural Language Processing (NLP) techniques, it becomes possible to 

gain a more comprehensive and nuanced understanding of the factors that contribute to progress 

toward the SDGs, enabling policymakers and other stakeholders to make informed decisions and take 

targeted actions. 

In the current deliverable, we provide details for the development of SDGDetector, an open-source 

Python library that takes as input text and provides as output the association of the text description 

with the various SDGs. SDGDetector is based on two NLP techniques. It combines a traditional machine 

learning technique based on keyword detection and a deep learning technique that uses a 

transformer-based model. The produced mappings are fed as input for the data population of the 

SustainGraph. In this way, we consider the fusion of information produced by the text analysis process 

with information that is made available in the SustainGraph. A detailed description is available at 

(Mandilara, et al., 28 May–1 June 2023). 

Keywords Extraction 

To support text mapping to the SDGs based on keywords extraction, we have adopted a taxonomy of 

keywords per SDG, as it is provided by the Committee on the Environment, Climate Change, and 

Sustainability of the University of Toronto (Committee on the Environment, 2023) for the SDGs from 

1 to 16, as well as the taxonomy provided by the Monash University and the Sustainable Development 

Solutions Network (SDSN) for Australia, New Zealand, and Pacific area for the SDG 17 (SDSN Australia, 

2023).  Based on these taxonomies, we examine the matching among the extracted keywords from 

the applied process with the already classified keywords per SDG. The overall process is depicted in 

Figure 3.6. 

 

Figure 3.6: Keywords Extraction 
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Classification using pre-trained Transformer-based Models 

A deep learning technique has been developed to find the similarities between the texts and the SDGs, 

considering the tackled problem as a multi-label classification problem. The overall classification 

process is depicted in Figure 3.7. The training and validation datasets for the model are based on the 

(OSDG, 2022). 

 

Figure 3.7: Classification Process 

At the model training phase of the classification process, two different fine-tuning techniques are 

used: 

1.0 Train the entire architecture: In this case, we train the model by unfreezing all the layers of its 

architecture, i.e. the pre-trained weights of the model are updated based on the new dataset, 

namely the OSDG Community Dataset. 

2.0 Train some layers while freezing others: In this case, we train the model partially by freezing 

its initial layers and training only the last ones with the new dataset. 

We experiment with different transformer-based language models using one or both fine-tuning 

techniques. Namely, we consider the base version of BERT (Bidirectional Encoder Representations 

from Transformers) (Toutanova, 2019) that is trained on large amounts of text data and can be fine-

tuned for a variety of NLP tasks, the base version of the RoBERTa (Robustly Optimized BERT Pretraining 

Approach) model (Y. Liu, 2019) which is a modified version of BERT, uses a larger amount of training 

data and a longer pre-training process to achieve better performance, the XLNet (eXtreme 

MultiLingual pretraining for language understanding) model  (Z. Yang, 2020) that uses an 

autoregressive pre-training method and is designed to improve on the limitations of BERT and other 

transformer-based models. The XLNet and Roberta models yielded the highest score of 0.9 over the 

testing set. 

Based on the outcomes provided by the aforementioned techniques, we consider the evaluation of 

an index that combines both of them. The index is called as rSDG index and is based on the formula: 

𝑟𝑆𝐷𝐺  =  {
0.7 ∗ 𝑝𝑟𝑜𝑏𝑎𝑏𝑖𝑙𝑖𝑡𝑦 +  0.3 ∗ 𝑎𝑣𝑔_𝑐𝑜𝑠𝑖𝑛𝑒_𝑠𝑖𝑚𝑖𝑙𝑎𝑟𝑖𝑡𝑦,           𝑓𝑜𝑟 𝑆𝐷𝐺𝑠 1 − 16

0.5 ∗ 𝑎𝑣𝑔_𝑐𝑜𝑠𝑖𝑛𝑒_𝑠𝑖𝑚𝑖𝑙𝑎𝑟𝑖𝑡𝑦,                                          𝑓𝑜𝑟 𝑆𝐷𝐺 17
 

The probability coefficient exhibits a higher value than the corresponding coefficient of the average 

cosine similarity, as the models used in the text classification technique are able to better capture the 

complex. 
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The SDGDetector python library wraps the three approaches into three primary classes that provide a 

powerful set of tools for automated SDG classification, as detailed in Table 3.1. Indicative examples of 

the classes are detailed in the wiki section5 of the GitLab repository6. 

Table 3.1: SDGDetector Classes 

Class Description 

SDG_classifier_using_model Using a pre-trained fine-tuned XLNet or RoBERTa 

model, it determines the probability that the given 

text belongs to the SDGs. 

SDG_classifier_using_keywords_extraction Using pre-trained sentence-transformer models to 

extract the most significant terms of the provided 

texts and compute their similarity scores with the 

SDG's keywords. 

SDG_classifier It returns the rSDG index, by combining the 

aforementioned classes. 

 

The SDGDetector library is used for the development of data population pipelines for automating the 

population of the SustainGraph with data coming from the strategies defined in the European Green 

Deal and the Country Specific Recommendations per country. A closer view of the structure of the 

conceptualization of the SustainGraph regarding the EGD and CSR entities is made available in Figure 

3.8. For both EGD and CSR documents, we keep track of the year that they are issued and their 

association with the SDGs, while for the CSRs we add information regarding the country (GeoArea) 

that they are issued for.  

 

Figure 3.8: SustainGraph Policies Schema 

To validate the outcomes provided by the SDGDetector with alternative tools that exist, a comparison 

has been made with the outcomes provided by the SDGMapper tool7, which is developed by the 

European Commission under the KnowSDGs web platform, as depicted in Figure 3.9. 

 
5 https://gitlab.com/netmode/sdg-detector/-/wikis/home 
6  https://gitlab.com/netmode/sdg-detector 
7 https://knowsdgs.jrc.ec.europa.eu/sdgmapper 

https://gitlab.com/netmode/sdg-detector/-/wikis/home
https://gitlab.com/netmode/sdg-detector
https://knowsdgs.jrc.ec.europa.eu/sdgmapper
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Figure 3.9: SDGDetector VS SDGMapper 

3.4 Data population pipelines 

The SustainGraph is fed with data from various sources, as presented in Arsinoe Deliverable 4.6 

(Mandilara, et al.), which is transformed and introduced into the SustainGraph through a set of data 

population mechanisms. These mechanisms are comprised of scripts that were developed for each 

entity of the SustainGraph (GeoAreas, Goals, Indicators, CSRs, EGDs, Hazards, etc.). This process 

offered a semi-automated way to introduce and update the data, by running these scripts periodically. 

In this way, new releases of the datasets were integrated seamlessly into the knowledge graph, 

without the overhead of data collection and preprocessing from data scientists.  

 
Figure 3.10: GeoArea Subgraph of data pipelines 
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This semi-automated mechanism was updated to a systematic and automated process, with the 

development of data pipelines. Data pipelines aim to not only reduce manual intervention but also 

eliminate the risk of error. The open-source platform Apache Airflow8 was used to create the data 

pipelines for the SustainGraph, schedule and monitor them. These pipelines are represented through 

Directed Acyclic Graphs (DAGs) where each node of the graph represents a specified task. The tasks 

are units of work in Airflow, and represent an operator, a sensor or a hook. Each task, once it is 

successfully completed, triggers the following connected task unless a condition is not met or an error 

occurs. In such cases the following path is not executed and the possible errors are logged. The 

operator tasks for the SustainGraph data pipelines enclose the processes of the scripts developed for 

each entity.  

An indicative sub-graph of the total data pipeline is depicted in Figure 3.10, where the flow for the 

introduction of GeoArea entities is represented. Once all the data are processed and introduced into 

the SustainGraph the Trigger task triggers the final task of the GeoArea sub-graph that returns a 

successful message and activates the first task of the following sub-graph. The population of 

SustainGraph data is distributed to distinct sub-graphs per thematic entities, to schedule each sub-

graph to different time intervals depending on the velocity of the data. The GeoArea sub-graph is 

scheduled for a year time interval due to the nature of the data, and therefore every sub-graph that 

follows will be run yearly. However, for data with higher velocity and frequent updates, such as the 

indicators (United nation SDG indicators and European Union SDG Indicators, Indicators from Eurostat 

and Third-Party Sources) the time interval is scheduled to 15 days.  The main flow of the data pipeline 

is presented in Figure 3.11.  

When the data pipeline is initiated by the GeoArea Subgraph (once a year), a configuration message 

with the GeoArea as a trigger, is passed through all the following tasks. In this way, in the UN SDG 

Indicators subgraph it is evaluated whether the tasks in the graph were triggered by the yearly update 

of GeoArea or by the 15 days update. The Update Trigger Source Task forwards the message for the 

trigger source to the EU SDG Indicators subgraph. If the update was initiated by UN SDG Indicators 

Subgraph then a successful message is produced and no further action is taken, since the 15 days 

update is applied only to the indicators; however, if the trigger source was the GeoArea then the 

Trigger task is enabled and activates the next subgraph. In this way custom frequencies for updates 

are achieved in the general data pipeline graph.  

 
8 https://airflow.apache.org/  

https://airflow.apache.org/
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Figure 3.11: Data pipelines graph for the SustainGraph 

4.0 Data Querying 

4.1 SustainGraph refactoring for efficient querying 

The SustainGraph hosts at its core time series data coming from SDG sources like Eurostat9, the United 

Nations Statistic Division SDG API10 and third-party sources. Τhis type of information is represented 

through the schema depicted in Figure 4.1. Figure 4.1 depicts the first version of the SustainGraph 

compared with the updated optimized schema.  In more detail, an indicator (Indicator node) is 

composed of a series (Series node) of data (Observation node) measured based on different metadata 

(SeriesMetadata node), which refers to specific geographical areas (GeoArea node). A plethora of data 

is hosted in the SustainGraph and so the efficient hosting and retrieval of data was adequate. The 

execution plans in Neo4j are a critical tool for understanding how the database processes queries. 

They provide a detailed roadmap of the steps taken to execute a query, including operations like node 

scans, index lookups, and joins.  

 
9 https://ec.europa.eu/eurostat/web/sdi/database  
10 https://unstats.un.org/sdgapi/swagger/  

https://ec.europa.eu/eurostat/web/sdi/database
https://unstats.un.org/sdgapi/swagger/
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Figure 4.1: SustainGraph Refactoring 

In our case, three major changes were implemented to reduce the time of update and retrieval of 

data. The first one involves dividing the GeoArea node's property “code” from an array of codes into 

distinct properties of a single code. Regarding the execution Neo4j plans, even though a GeoArea node 

is unique based on this property, the operator used to match the GeoArea node filters all the GeoArea 

nodes to select the one instead of locking the GeoArea node by its index property.  

The second strategy followed to optimize the time execution of the cypher query regarding the 

Observation node. In the SustainGraph, the path depicted in Figure 4.1 is unique but the Observation 

nodes are not unique, since the same value of data might exist for different indicators. According to 

the execution plan, the Observation nodes and their ingoing and outgoing relationships are created 

by scanning all the existing relationships (large number of database hits) with the specified 

SeriesMetadata and GeoArea nodes. The time required for this operation grows as the number of 

nodes increases. By introducing a unique constraint in the relationship HAS_OBSERVATION, all nodes 

are returned without scanning the existing ones. The first two refactoring changes reduced latency by 

87% and 99%, respectively, for integrating 448 million nodes into the SustainGraph. 

The last refactoring of the SustainGraph which takes place regards the addition of a new relationship 

connecting the indicator node with the GeoArea node. The relationship HAS_OBSERVATIONS was 

introduced to speed up the data retrieval for the endpoints of the SustainGraph API that fetch 

indicators with data availability for the specified geoAreas. This approach eliminates the need to 

traverse the entire path depicted in Figure 4.1. 
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4.2 Open APIs 

The data stored in Neo4j knowledge graph developed, the SustainGraph, are accessible through 

Cypher queries. However, this way can be adopted only by data scientists with expertise and 

understanding of the SustainGraph schema. To ensure public accessibility of the data, an open 

Application Programming Interface (API) was developed with 68 endpoints to facilitate interaction 

with entities, relationships and paths of the knowledge graph. The API was implemented using the 

Python Flask framework 11. Additionally, Swagger User Interface12 (UI) was also integrated to provide 

interactive documentation and testing capabilities for the API endpoints. The complete source code 

and documentation is available at Gitlab 13.  

To assist the exploration of the data hosted in the SustainGraph, the Swagger UI developed is 

organized into 7 thematic groups, according to the main entities of the graph: Goals, Indicators, 

Observations, GeoAreas, Policy Documents, Hazards and Case Studies. Each group is hierarchically 

organized into entities that are connected to it in the graph. An indicative example is presented in 

Figure 4.2 where the thematic entity Indicators has 3 available endpoints, and 4 subgroups of 

endpoints regarding Series, Associated Indicators, EU Policy Targets and Multi-purpose indicators. The 

corresponding schema of these entities in the SustainGraph is presented in Figure 4.3. The endpoints 

in general have the functionalities of: 

• Fetching all requested entities with their characteristics that are stored within the graph, e.g., 

fetching all the available indicators with their properties (code and description) and their 

source (see GET /indicators).  

• Fetching all requested entities filtered by a specific characteristic or relationships, e.g., 

fetching all indicators from a specific source that have Observations in one or more requested 

GeoAreas (see POST /indicators). 

• Fetching information about a specific entity by traversing the path in which it is connected, 

e.g., fetching the connected Goal, Source, Series, SeriesMetadata and GeoAreas of a specific 

indicator (see GET /indicator/{indicatorCode}). 

 

Through the Swagger user interface all the endpoints are available for testing along with their 

description, input fields for any query parameters and the description schema in JSON format outlining 

the expected response. To ensure query accuracy, the required parameters are clearly indicated, as 

well as each parameter’s data type: number, string or Boolean. Dropdown options are provided where 

applicable, facilitating precise input. An indicative example is provided in Figure 4.4. To handle large 

amount of data returned in some queries the pagination technique is applied ensuring time and 

performance efficient responses. The parameters “page” and “perPage” that define the chunk size of 

the data returned of these queries allow the user to customize their request.  

 

 
11 https://flask.palletsprojects.com/en/3.0.x/  
12 https://swagger.io/  
13 https://gitlab.com/netmode/sustaingraph_api  

https://flask.palletsprojects.com/en/3.0.x/
https://swagger.io/
https://gitlab.com/netmode/sustaingraph_api
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Figure 4.2: Swagger interface with endpoints 

 

 

Figure 4.3: Indicators, Series, SeriesMetadata, EUPolicyTargets schema 
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Figure 4.4: Query parameters in SWAGGER interface 

4.3 Smart KG Querying 

In the scope of further promoting access to the SustainGraph data without technical knowledge, a 

system of smart question – answering to the knowledge graph, illustrated in Figure 4.5, is proposed 

with the adoption of Large Language Models (LLMs). With this system, questions in natural language 

can be set by end users about the data stored in the SustainGraph. This question is integrated into a 

prompt, along with the schema of the SustainGraph, a set of instructions and some examples of the 

expected outputs. Based on this prompt the model generates an output, which is the Cypher query 

that corresponds to the input question based on the schema of the knowledge graph. This query, 

when executed in the SustainGraph returns the result in a structured format. To form a user-friendly 

answer, the query result is incorporated to a new prompt that instructs the model to generate a 

natural language answer based on the input question and the returned result. This creates a seamless 

and intuitive interaction for users, allowing them to retrieve data and understand complex 

relationships without requiring technical expertise. 

 

Figure 4.5: Smart question-answering to Knowledge Graph 
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To develop this workflow, several open-source LLMs were tested including Mixtral 8x7b14, Mixtral 

8x7b Instruct 15, CodeLlama 7b 16, CodeLlama 7b Instruct 17,  CodeStral 22b 18, Llama-3 8b 19, CodeLlama 

13b 20. The main challenges that need to be addressed refer to the generation of the syntactically 

correct Cypher queries with respect to the schema of the knowledge graph. The SustainGraph has a 

complex schema due to the many entities and relationships it hosts. Therefore, many errors are 

observed in the generated Cypher query that regard not only syntax of Cypher but also hallucinations 

in entities, properties of entities, relationships and their properties and direction.  

5.0 Data Analytics 

5.1 SDG Interlinkages 

The way towards sustainable development is paved through the commitment to the 17 Sustainable 

Development Goals (SDGs), which encompass a wide range of global challenges. The successful 

progress of these goals depends on the identification and understanding of their interconnected 

nature. We examine the interlinkages among indicators of the same SDG, as well as across indicators 

of the various SDGs. Such interlinkages are further evaluated as synergies or trade-offs. Our analysis 

is applied at country and regional levels, considering various constraints in terms of data quality and 

availability. Our main motivation is to offer an open and interoperable knowledge management 

solution, the SustainGraph, that can support the analysis of SDG data, focusing on the identification 

of SDG interlinkages, synergies, and trade-offs.  

The examination of the interlinkages among the SDG indicators requires the formation of a list of 

accurate and high-quality indicators, considering the availability of data from the UN and EU SDG 

databases and the need to tackle the temporal and spatial resolution of data. To achieve so, our 

methodology is divided into four steps. The first step regards the selection of the most representative 

data series and series metadata per indicator, given that multiple data series may exist for the same 

indicator referring to a subset of the population sample (e.g., breakdown based on gender, age 

groups). The second step regards the quality assessment of each indicator in terms of data availability 

to introduce only the indicators that provide data for most of the considered geographical areas and 

time period in the analysis. The third step focuses on the provision of interpolation techniques to fill 

in missing values in the selected set of indicators in the second step. The fourth step regards the 

realization of correlation analysis for the examination of the relationship among the various indicators. 

A detailed explanation of the methodology steps is described in (Androna (b), et al., 2024).  

 
14 https://huggingface.co/mistralai/Mixtral-8x7B-v0.1  
15 https://huggingface.co/mistralai/Mixtral-8x7B-Instruct-v0.1  
16 https://huggingface.co/codellama/CodeLlama-7b-hf  
17 https://huggingface.co/codellama/CodeLlama-7b-Instruct-hf  
18 https://huggingface.co/mistralai/Codestral-22B-v0.1  
19 https://huggingface.co/meta-llama/Meta-Llama-3-8B  
20 https://huggingface.co/codellama/CodeLlama-13b-hf  

https://huggingface.co/mistralai/Mixtral-8x7B-v0.1
https://huggingface.co/mistralai/Mixtral-8x7B-Instruct-v0.1
https://huggingface.co/codellama/CodeLlama-7b-hf
https://huggingface.co/codellama/CodeLlama-7b-Instruct-hf
https://huggingface.co/mistralai/Codestral-22B-v0.1
https://huggingface.co/meta-llama/Meta-Llama-3-8B
https://huggingface.co/codellama/CodeLlama-13b-hf
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Figure 5.1: The selected indicators across the SDGs before and after the Quality data assessment 

step. 

Figure 5.1 depicts the total number of selected indicators across the 105 possible time ranges at 

national and NUTS 2 urban levels respectively. Our final set of indicators at the national level consists 

of 183 out of 242 indicators, for the period from 2010 to 2020, 84 of which are EU SDG indicators and 

99 of which are UN SDG indicators. For the urban NUTS 2 level, 16 out of 19 EU SDG indicators were 

selected for the period from 2011 to 2021 

Examination of Interlinkages at the National Level 

In this part of the analysis, we conducted a Spearman correlation analysis [32] among the selected 

indicators from the EU SDG and UN SDG indicators set respectively for the time period from 2010 to 

2020. Only the statistically significant correlations with p-value ≤ 0.05 were considered in the analysis. 

To explore interactions among the 17 SDGs, we consider each indicator assigned to one goal as defined 

in the UN and EU SDG indicator set respectively. In Figure 5.2, the interactions within goals are 

represented with a graph where the SDGs are the nodes and an edge between them exists if there are 

indicators from the two corresponding goals that are correlated with abs(ρ) > 0.7. Self-links indicate 

that there are high correlations (abs(ρ) > 0.7) between indicators of the same SDG. The edges are 

colored based on the average correlation between indicator pairs, while the size of each goal node is 

based on its weighted degree centrality, calculated from the correlation coefficients of its indicators. 

According to Figure 5.2, the EU SDG indicator set results in more high correlations among the SDGs 

compared to the UN SDG set. 

Regarding the two graphs illustrated in Figure 5.2, it is apparent that they exhibit some striking 

similarities. SDG 17: Partnership for Sustainable Development is one of the most interconnected 

nodes, with the highest (0.8) correlation coefficients. In both graphs, it undertakes the first and second 

position in the UN and EU SDG datasets, respectively. SDG 17 is expected to have the most connections 

due to its core focus on strengthening global cooperation to achieve the SDGs, on topics including 

international investments, technological advances, fair trade and market access. Nevertheless, it is 

the second most interconnected node in the EU SDG dataset, where SDG 10: Reduced Inequalities 

prevails. In addition, SDG 8: Decent work and economic growth is the only SDG for which strong 
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correlations (0.9) appear in both datasets, namely with SDG 10: Reduced Inequalities in the EU dataset 

and SDG 15: Life on land and SDG 17: Partnership for Sustainable Development in the UN dataset. 

 

Figure 5.2: Goal-level Interactions:(a) EU SDG Indicator Set (b) UN SDG Indicator Set. 

While the two graphs exhibit some similarities, it is vital to point out significant differences. There are 

goals, such as SDG 16: Peace, Justice, and Strong Institutions, SDG 11: Sustainable cities and 

communities and SDG 7: Affordable and clean energy that appear as highly interlinked goals in the EU 

SDG dataset but are not included in the UN SDG dataset. SDG 12: Responsible consumption and 

production, on the contrary, despite how the five EU indicators under its umbrella are included, is only 

present in the graph of the UN indicators, since these indicators have correlation values not greater 

than the 0.7 threshold. In addition, another captivating finding is that SDG 3: Good health and well-

being even though it appears disconnected from other SDGs in the UN SDG dataset, is interlinked with 

SDG 10: Reduced Inequalities and SDG 6: Clean water and sanitation in the EU SDG dataset.  

To identify the most effective partnerships and collaborations between both the EU and UN SDG 

indicators, it is essential to proactively detect their synergies and trade-offs. To be able to evaluate 

the interactions between the goals in terms of trade-offs or synergies, we only take into account the 

statistically significant (p-value ≤ 0.05) correlations of their indicators with |𝑟|  ≥  0.7.All indicators 

were assigned with a positive or a negative sign, determined by whether their uptrend contributes to 

the progress of their corresponding SDG or not. Based on this annotation, we expect a positive 

correlation when they have the same sign, or a negative otherwise. An interlinkage between two 

indicators of different goals is classified as a synergy when their actual correlation sign matches the 

expected one and as a trade-off in the opposite scenario. The synergies and trade-offs were identified 

based on the EU SDG indicators set in Figure 10a, the UN SDG indicators set in Figure 10b, and among 

the indicators of the two datasets in Figure 11.  

In the EU dataset, SDG 10: Reduced Inequalities emerges not only with the strongest and the majority 

of correlations with other goals but it also exhibits the highest share of synergies. Its synergies are also 

dominant in the UN SDG framework and among the two datasets, as depicted in Figure 5.4. Based on 

the amount of synergies, SDG 10 may act as a central point for successfully implementing the 
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Sustainable Agenda. On the contrary, trade-offs are prevalent for SDG 7: Affordable and clean energy 

and SDG 16: Peace, Justice, and Strong Institutions, both in the EU context and across EU–UN datasets, 

illustrating the challenges towards their successful implementation. Furthermore, SDG 13: Climate 

action, even though it appears only with trade-offs in the UN SDG dataset, in the EU and combined 

dataset its correlations are mostly synergies. As already mentioned, SDG 3: Good health and well-

being is interlinked with SDG 10: Reduced Inequalities and SDG 6: Clean water and sanitation in the 

EU context, but Figure 5.3 (a) shows that these interactions are mainly trade-offs. In addition, while 

SDG 8: Decent work and economic growth and SDG 9: Industry, Innovation, and Infrastructure are 

linked with more SDGs in the EU context compared with the UN context, in the latter these 

connections are only synergies (Figure 5.3 (b)) whereas in the EU context we identify some trade-offs 

too (Figure 5.3 (a)). Overall, taking into account both datasets and the interlinkages among them, the 

majority of correlations between the SDGs are synergistic. Particularly, SDGs 17: Partnership for the 

goals, 10: Reduced Inequalities, SDG 9: Industry, Innovation, and Infrastructure and SDG 8: Decent 

work and economic growth stand out as crucial objectives at the national level due to their strong 

correlations along with their high percentage of synergies. 

 
Figure 5.3: Goal-level synergies and trade-offs between pairs of indicators coming from the EU SDG 

(a) and the UN SDG (b) Indicator Set, with |ρ|≥ 0.7 

 
Figure 5.4: Goal-level synergies and trade-offs between pairs of indicators coming from both the EU 

SDG (a) and the UN SDG (b) Indicator Set, with |ρ|≥ 0.7 
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Examination of Interlinkages at Regional Level 

To analyse the relations between the 16 EU SDG indicators with available data in the optimal range 

[2011, 2021] in the 101 Urban NUTS 2 regions, we start by conducting the Spearman correlation 

analysis. Figure 5.5 illustrates all the statistically significant (p-value ≤ 0.05) correlations. The majority 

of the indicators at the urban regional scale are associated with a negative ρ and only three correlation 

absolute values exceed 0.7. The highest correlations that are also positive, appear between the 

indicator measuring the Percentage of population in the labor force (sdg_09_30) with the indicator 

sdg_09_10: Percentage of gross domestic product and the indicator sdg_10_10: Purchasing Power 

Adjusted GDP Per Capita, but also the pair of two indicators of SDG 1 (sdg_01_10: People At Risk Of 

Poverty Or Social Exclusion sdg_01_20: Persons At Risk Of Monetary Poverty After Social Transfers). 

The indicators seem to be very similar, and for this reason, the correlation values are very high. 

 

Figure 5.5: Correlation heatmap with p-value < 0.05 of indicators at NUTS 2 scale. 

Based on the approach that we followed at the national level, we identify synergies and trade-offs 

among the SDGs based on their indicator correlations. Synergies or trade-offs with absolute ρ values 

less than 0.3 are classified as not significant, whereas those with values in the range [0.3, 0.5) are 

classified as low. Additionally, the synergies or trade-offs with values in the ranges [0.5, 0.6), [0.6, 0.7) 

and [0.7, 1] are evaluated as medium, high and very high, respectively. Among all indicator pairs, only 

52% of them indicate a significant interlinkage and are not classified as not significant synergy or a 

trade-off. 
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Figure 5.6: Level of synergies and trade-offs between goals in NUTS 2 scale. 

A valuable outcome of our study focusing on the urban regional scale is that there are no significant 

trade-offs between the SDGs at this level. The EU SDG indicators assigned to the NUTS 2 level, mainly 

form not significant or low synergies among the SDGs. SDG 8: Decent work and economic growth 

appears with five (medium) synergies, which all refer to its correlations with SDG 1: No poverty, SDG 

4: Quality education, SDG 9: Industry, Innovation, and Infrastructure and SDG 10: Reduced Inequalities, 

as presented in Figure 5.6. On the other side, SDG 4 appears with only four but stronger synergies, 

regarding SDG 1 (one high and one medium synergy), SDG 8: Decent work and economic growth (one 

medium synergy) and SDG 9 (one medium synergy). Since the correlation values of the trade-offs of 

SDG 4 are 19 of 29 lower than 0.3 and therefore insignificant, it can be concluded that SDG 4 is a 

pivotal goal at an urban-regional scale of the EU-27 countries. In the EU regional context, high-quality 

education (SDG 4) is highly interlinked with investment in infrastructure and innovation (SDG 9), the 

eradication of poverty (SDG 1) and overall economic growth and development (SDG 8). In addition, 

the strongest synergies (high and very high) exist between SDG 9: Industry, innovation, and economic 

growth and SDG 10: Reduced Inequalities. The only SDG that has no significant interlinkages (synergy 

of trade-off) at such a granular geographical level is SDG 16: Peace, Justice, and Strong Institutions. 

5.2 Vulnerability Analysis 

The socioeconomic and environmental time series data along with the geospatial data that are hosted 

in the SustainGraph are available for advanced analysis. As detailed in Arsinoe Deliverable D3.3 

(Zafeiropoulos, 2024) a Climate Change Vulnerability Assessment (CCVA) framework has been 

developed to support Indicator based Vulnerability Analysis (IBVA), hazard dependent or hazard 

independent, by taking advantage of the knowledge management infrastructure of the SustainGraph( 

(Androna (c), et al., 2024 (to appear)). The indicators to support such analyses are integrated from 
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open data repositories (i.e., Eurostat, European Environmental Agency, Copernicus Data Space 

Ecosystem, World bank) into the SustainGraph through tailored pipelines for time series and spatial 

data. After being integrated in a semantically aligned environment, the desired indicators for each 

analysis can be accessed through the SustainGraph API (see Section 4.2). Following the calculation of 

the final vulnerability index, according to the IBVA approach adopted, the index can be integrated 

back into the SustainGraph for further analysis or visualizations in the Visualization Kit (see Section 

6.0).  

The hazard independent vulnerability focuses on the intrinsic susceptibility of the regions, population 

and ecosystem to the impacts of climate change. Following the European wide vulnerability 

framework proposed by the (Eklund, 2023), multiple dimensions are considered for this analysis, 

including social, economic, political and environmental characteristics. The vulnerability is expressed 

through a cross-scale compound index at various temporal and spatial levels. In particular, indicators 

are collected for each dimension for the years 2010 to 2023, at national, regional and local levels for 

the 27 countries of the European Union. The levels of analysis within a country include the NUTS 2 

areas, the NUTS 3 areas for urban and rural environments, the cities and Functional Uban Areas (FUA). 

Each administrative level is assigned a tailored set of indicators relevant to the different dimensions 

of vulnerability. The final vulnerability index for each administrative level (Country, NUTS 2, NUTS 3 

urban and rural, FUA and City) considers the weighted impact of indicators from all the levels of higher 

or lower geographical hierarchy. This hierarchical approach highlights the interdependencies among 

different administrative levels and considers vulnerability in a more holistic way.  

The hazard dependent vulnerability that was conducted in the frame of the Arsinoe Case Study 1 

(Greening the Athens Metropolitan Area), assesses the socio-economic vulnerability of population and 

areas to the climate hazard of extreme heat events. This IBVA approach results in a composite index, 

called as the Socio-Economic Heat Vulnerability Index (SHVI), that evaluates vulnerability to heatwaves 

considering the average mortality rate attributed to extreme heat events. Indicators data on social 

and economic dimensions were collected from the SustainGraph at the NUTS 3 administrative units 

of Greece to train the Extreme Gradient Boosting (XGB) model that was used to calculate the SHVI. 

The socioeconomic heat vulnerability index (SHVI) was calculated for each prefecture in Greece and 

for each census tract in the city of Athens, Greece (Ziliaskopoulos, et al., 2024).  

Both the hazard-independent and hazard-dependent approaches for vulnerability assessment can be 

applied at any geographical scale assuming data availability. These IBVA approaches generate 

quantifiable results, enabling direct comparison of vulnerability scores across different regions and 

time periods.    
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6.0 Data Visualization 

To facilitate the exploration and enhance the understanding of the data and the analysis results hosted 

in the SustainGraph, a user-friendly interface has been developed called as the SustainGraph 

Visualization Kit. This web-based application provides an intuitive interface where data and knowledge 

stored in the graph database are visualized and provided to the end users through plots, graphs and 

interactive search tools. The architecture in Figure 6.1 consists of 4 components, the SustainGraph 

graph database, the Open API (see Section 4.2), a private API and the frontend with the Visualization 

Kit. The private API is tailored to fetch data required by the frontend application by making requests 

to the Open API. The Open API acts as an intermediary between the SustainGraph and external 

requests from end users and the private API.  The source code is available at GitLab 21.   

 

Figure 6.1: SustainGraph Visualization Kit architecture 

The SustainGraph Visualization Kit is organised into several pages and tabs, with each page focusing 

on a different topic of data within the graph.  

6.1 Home page 

The Home Page, which is the landing page of the application, offers an overview of the main scope of 

the SustainGraph, its schema and a collection of relevant publications, videos and code repositories. 

6.2 Explore the SDGs 

At the Explore the SDGs page, an overview of the Sustainable Development Goals is available with 

their titles and descriptions as provided by the United Nations. By clicking in one of the SDGs, the user 

is redirected to a new page (see Figure 6.2) where through graph plots they can explore the targets 

and indicators associated with the selected goal, as defined by both the United Nations and the 

European Union. In the tables next to the graphs are displayed the series available for each indicator, 

which by clicking on them a pop-up window arises with the list of the corresponding Series Metadata 

 
21 https://gitlab.com/netmode/sustaingraph_visualizationkit  

https://gitlab.com/netmode/sustaingraph_visualizationkit
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(attributed and dimensions). A search bar in the indicators and the SeriesMetadata tables facilitates 

the quicker and easier navigation for the end user. At the main page, along with the SDGs their analysis 

of the synergies and trade-offs among them is presented (see Section 5.1). The results of the analysis 

are displayed in two bar plots which are filtered based on the options selected above them. For each 

plot within the Visualization Kit there is an information button that describes the graph displayed.  

 

Figure 6.2: Explore the SDGs - Selected Goal 

 

Figure 6.3: Explore the SDGs - Synergies and Tradeoffs 
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6.3 Arsinoe Case Studies 

The page Arsinoe Case Studies in the Overview tab presents the available case studies of the Arsinoe 

Project, each accompanied by a direct link to the corresponding webpage in Arsinoe’s official page. 

The regions of interest for each case study are highlighted on an interactive map in Figure 6.4. The 

case studies within the SustainGraph are linked to Hazards that they are related to and aim to tackle 

in their operating region.  

In the Related Hazards tab, a Sankey chart visually links each case study with the types of hazards it is 

associated with, along with their degree of association. Through this weighted representation the type 

of hazards that are mostly tackled within the Arsinoe Project stand out and immediate visual 

comparison among them is allowed (see Figure 6.5). By hovering over the links between a case study 

and a hazard type, users can view the number of total associations, i.e. the number of hazards of this 

hazard type, and the average degree of association. To further explore the hazards related to a specific 

case study, users can select one of the filter options in the top bar, which updates the Sankey plot to 

focus on the selected case study and its linked hazards, as in Figure 6.6.  

Beyond hazards, the case studies are also linked within the SustainGraph with several of the UN SDG 

indicators, with high medium or low levels of association. This relationship is extended to the 

respective Goal of each indicator and is visualized though an overall Sankey chart in Related SDG 

Indicators tab (see Figure 6.7). The specific indicators are displayed in a Sankey chart by selecting a 

case study from the options. As presented in Figure 6.8, there is also a link in the Sankey chart to the 

EU SDG indicators that are associated with several UN SDG indicators as defined by Eurostat. This 

integration enriches the pool of indicators to be monitored for each case study. Finally, the bar plot 

focuses on the number of indicators per SDG that the selected case study is linked with, along with 

their level of association. 

 

Figure 6.4: Arsinoe Case Studies - Overview 
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Figure 6.5: Arsinoe Case Studies - Related Hazards 

 

 

 

Figure 6.6: Arsinoe Case Studies - Related Hazards - Selected Case Study 
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Figure 6.7: Arsinoe Case Studies - Related SDG Indicators 

 

 

Figure 6.8: Arsinoe Case Studies - Related Indicators - Selected Case Study 

 

6.4 Time Series Indicators 

The Time Series Indicators page is dedicated to all the indicators that are hosted in the SustainGraph 

and aims to display their data in a comprehensive and user-friendly way. In the tab Evolution of the 

Indicators, the user can select an indicator to display from the dropdown options. For easier 

navigation among the indicators the user can type in the search bar keywords so that the indicators 

dropdown list is filtered. After selecting the indicator, a Series Code and Series Metadata codes 
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(attributes and dimensions) have to be selected from the respective dropdown options.  If there are 

available data for these options, a list of all the GeoAreas with data is displayed so that the user multi-

selects the areas for which the indicators data will be displayed. The results are presented in a time 

plot, as in Figure 6.9, for all the selected GeoAreas for the desired period of time. The evolution of the 

indicator per GeoArea is also tracked by the barplot available in the same tab, that allows to visually 

compare the values for all the areas in a specified year. The years are selected from the bar below the 

diagram. 

 

Figure 6.9: Time Series Indicators - Evolution of the Indicators 

To enrich the understanding of the data, a spatial view in maps is provided in the tab Spatial View of 

the Indicators. Following the same path for selecting Indicator - Series – SeriesMetadata, the user can 

choose the map resolution to display the data depending on data availability. In case where the 

indicator has data availability on country level, a Europe map will be displayed with the values of each 

country, using a scaled color palette, where the color of each country reflects its corresponding value. 

However, in cases where data are available in lower resolution (NUTS level, city level, FUA level) per 

country, then both a specific country and the available resolution level have to be selected. An 

indicative example of a country map with NUTS 3 resolution data is presented in Figure 6.10. The years 
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with data availability are shown in the bar below the map, allowing users to filter the displayed data. 

The colored scale bar can also be adjusted with minimum and maximum values, so that only areas 

with values within that specified range are highlighted on the map. 

 

Figure 6.10: Time Series Indicators - Spatial View of Indicators 

The EU SDG indicator set22, developed by Eurostat, is composed of 102 indicators that are aligned with 

the UN SDGs. For certain indicators, Eurostat has defined their association with some of the UN SDG 

indicators:  some are considered as “part of” when providing a disaggregated view of another, while 

other as classified as “identical” or “similar” to specific UN SDG indicators. For certain indicator pairs 

the association was identified but not assigned yet to one of the aforementioned categories 

(“unavailable”). Additionally, some of the EU SDG indicators were also designated as “multi-purpose” 

in cases they were adopted to monitor more than one goal. In Association between EU & UN SDG 

Indicators tab these relationships are visually demonstrated in a graph schema, as in Figure 6.11, 

where the associated indicators per Goal are represented as nodes and each colored edge indicates 

one of the defined relationships. The graph can be updated for each selected Goal. In the same tab, 

the barplot schema provides an overall view of the associated indicators per SDG between the EU and 

UN indicator set. This visually allows to quantify the alignment and the similarities between the two 

indicators sets.   

 
22 https://ec.europa.eu/eurostat/web/sdi/information-data  

https://ec.europa.eu/eurostat/web/sdi/information-data
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Figure 6.11:  Time Series Indicators - Association between EU & UN SDG Indicators 

The annual “EU SDG Indicator set” report by Eurostat defines a set of Policy Targets that define a 

target to be achieved related to a specific EU SDG indicator by 2030.  The SustainGraph hosts policy 

targets that have been set across the years and is periodically updated.  This information is presented 

in the EU Policy targets tab, in Figure 6.12. The user has an overview of all the policy targets across 

the years and the corresponding SDG according to the related indicator. By selecting one Policy Target 

the percentage of its achievement across the years can be monitored through the values of the related 

indicator. Countries that have achieved the target are colored as green whereas the rest are denoted 

with red. The pie chart (see Figure 6.13) encapsulates the total percentage of countries that have 

achieved and failed this policy target.  
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Figure 6.12: Time Series Indicators - EU Policy Targets 

 

 

Figure 6.13: Time Series Indicators - EU Policy Targets - Selected Policy Target 
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6.5 Policy Documents 

The page of the Policy Documents regards the visualizations of the text data hosted in the 

SustainGraph. This page is divided into 3 tabs – visualizations regarding the European Green Deal 

Documents, the Country Specific Recommendations and the Six Transformations respectively.  

In the European Green Deal tab, the Sankey chart shows the association of the European Green Deal 

Documents with the Sustainable Development Goals. A detailed representation of the distribution of 

the association of a specified Strategy across the SDGs is visualized through the bar chart in this tab. 

The user is able to select the desired European Green Deal Strategy with the filter located on top of 

the bar chart. At the bottom of this tab, a table illustrates more details about the European Green 

Deal Strategies, i.e. their policy areas and their published dates. Additional features in the bar chart 

are also available (zoom in, switch to line chart, save as image etc.) 

 

Figure 6.14: Policy Document – The association between the European Green Deal Strategies and 

the SDGs 

 

Figure 6.15: Policy Documents – The association across the SDGs for the selected European Green 

Deal Strategy  
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Figure 6.16: Policy Documents – Additional Information for the European Green Deal Strategies 

The second tab focuses on the data visualization of the Country Specific Recommendations and their 

association with the SDGs according to the SDGDetector, described in Section 3.3. The Country Specific 

recommendations are tailored guidelines or advice given to individual countries based on their unique 

economic, social, environmental, or political conditions.  

 

Figure 6.17: Policy Documents – Country Specific Recommendations for the selected Country 

 



 

  

 

41 

www.arsinoe-project.eu 
       

The filter on top of this page filters all the visualizations displayed for the selected country. At the top 

of this page for each year the recommendations of the selected country are displayed. The most 

related SDGs, or those with a medium or high weight (rSDG > 30 %) are also shown on each card with 

the recommendation text. The progress of the Country Specific Recommendations towards the SDGs 

is illustrated in Figure 6.18. This line chart depicts only the most related SDGs across time, in order to 

examine the country’s focus on various SDGs over time. It highlights trends and shifts in attention 

across specific goals, showing which SDGs have been prioritized and hots this focus has evolved. 

 

Figure 6.18: Policy Documents – Country Specific Recommendations Progress 

 

 

Figure 6.19: Policy Documents – The number of medium and highly correlated texts with the 

selected SDG 
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At the bottom of this page, the user is able to select a Sustainable Development Goal and explore in a 

bar chart the number of highly correlated country specific recommendation texts across time. For 

example, in Figure 6.19, one recommendation of Greece was medium correlated with SDG 8 (Decent 

work and economic growth) in 2019 and 2021, and two recommendations were highly correlated with 

SDG 8 (Decent work and economic growth) in 2020. However, there were no recommendations 

correlated with SDG 8 (Decent work and economic growth) in 2022. 

The last tab of the Policy Documents page regards the visualization with respect to the Six 

Transformations. As for the European Green Deal Strategies, a Sankey chart at the top of the page 

illustrates the association of the six Transformations with the SDGs. The weights between the six 

Transformations and the SDGs are based on the formula presented in (Sachs, 2019). 

 

Figure 6.20: Policy Documents - The association between the six Transformations and the SDGs 
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Figure 6.21: Policy Documents – The path of the selected 6Transformation represented as a graph 

 

Figure 6.21 represents the entire path of the six Transformations as described in (Sachs, 2019). Each 

Transformation comprises key SDG interventions that together generate intermediate outputs, which 

serve as inputs into achieving the SDGs. Relationships with SDG outcomes are described using a four-

point scale: 3: intermediate outputs target directly SDG outcomes; 2: reinforce the SDGs; 1: enable 

the SDGs; and 0: do not interact with the SDGs. The filter above this chart adjust it for the selected 

6Transformation. At the bottom of the page, a table presents the ministries that oversees the 

implementation of the 6Transformations. 
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Figure 6.22: Policy Documents - The ministries that oversee the implementation of the 

6Transfomations 

6.6 Hazards & Innovations 

Climate Innovation Window 23 platform hosts a great number of innovations on climate change 

adaptation, which are linked to specific hazards. These innovations are integrated into the 

SustainGraph and are connected to their corresponding hazards, according to the classification of the 

United Nations Office for Disaster Risk Reduction (UNDRR) 24 classification which is adopted within the 

knowledge graph. The Hazards and Innovations page allows the user to explore all the available 

innovations per Hazard., as presented in Figure 6.23. Each innovation is attributed with a Technical 

Readiness Level (TRL), which is used to assess the maturity of a technology. The scale consists of nine 

levels where each level characterizes the progress in the development of a technology, from the basic 

research idea (Level 1) where basic principles are observed and reported to the full uptake of the 

product into the marketplace (Level 9). In the piechart of this page, the innovations are organized by 

the TRL level for the selected hazard, and in this way the user can have an overview of the possible 

innovation that can be adopted but also their maturity level. Further details about these innovations 

(their description, their type of solution and their application domain) are available in the cards 

displayed in the page. Also, there is direct link to the climate innovation window page for each 

innovation solution.    

 
23 https://climateinnovationwindow.eu/  
24 https://www.undrr.org/  

https://climateinnovationwindow.eu/
https://www.undrr.org/
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Figure 6.23: Hazards and Innovations 

6.7 Vulnerability Analysis 

The Vulnerability Analysis page is dedicated to analysing how vulnerable Europe and each NUTS 

region of the EU-27 countries are, both in a hazard-independent and hazard-dependent manner, as 

described in more detail in Section 5.2. This page is divided into three tabs, one describing the 

methodology of the analysis, the second one illustrating useful visualizations regarding the European 

level of analysis and the last one representing charts concerning the lower geographical levels, such 

NUTS2, NUTS3, Functional Urban Areas (FUA) and Cities of a specified EU-27 country. 

The Methodology tab of the Vulnerability Analysis page is dedicated to the methodological steps and 

the indicators used for each geographical level. At the top of the page, a carousel illustrates the 

methodological steps of the analysis for better understanding (Figure 6.24).  
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Figure 6.24: Vulnerability Analysis - The methodology of the Vulnerability Analysis 

 

 

Figure 6.25: Vulnerability Analysis - The dimensions, sub-dimensions and indicator for each level of 

analysis 

The EU-level analysis tab focuses on the results produced by the vulnerability analysis in a European 

scale. At the top of the page five filters modify the map chart and the line chart. In more detail, the 

vulnerability index and the dimension indices adjust the charts presented in Figure 6.26. In this page, 

two charts represent the vulnerability indices in different formats, in a map and line chart respectively. 

Regarding the map chart, each country is colored based on the value of the selected index and the 

colored scale. The colored scale bar can also be adjusted with minimum and maximum values, so that 

only countries with values within that specified range are highlighted on the map. In addition, a range 

of years is displayed below the map chart, allowing the user to select the year for which they want to 

view the selected vulnerability index. Another interesting view of the indices is illustrated through the 

line chart which is adjusted by a filter allowing multiple selection of countries. For example, in Figure 

6.26 the line chart shows the evolution of the vulnerability index across Austria, Croatia, Belgium, 

Bulgaria and Estonia (selected countries).  
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Figure 6.26: Vulnerability Analysis - Map Representation and Evolution of the index in Europe 

At the bottom of this page, the charts revolve around showcasing the evolution of the at lower 

administrative levels that contribute to the country vulnerability index, described in detail in Section 

5.2. Figure 6.27 depicts the evolution of Country, NUTS 2 and NUTS 3 vulnerability sub-indices of 

Bulgaria across time and the different dimensions. Bulgaria is one of the most vulnerable countries, 

as illustrated in Figure 6.26. Figure 6.27 shows that the economic dimension is a major contributing 

factor, since the vulnerability index is higher at all levels (yellow line). 

 

Figure 6.27: Vulnerability Analysis - The evolution of the Country, NUTS 2 and NUTS 3 dimensions 
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Following the EU-level Analysis tab, the Visualization Kit also offers nice views of the indices on a 

national scale. As detailed in Section 5.2, the vulnerability is conducted in lower geographical levels, 

such as NUTS 2 and NUTS 3 regions and also Functional Urban Areas and Cities. In the National-level 

Analysis tab, the user can select the country they want to focus on using the filter at the top of the 

page. Next, the level of analysis is selected. All the visualizations of the indices are adjusted based on 

these two filters. In the case of the NUTS 3 Regions, some visualizations are separated for the Urban 

and Rural Areas, since a different set of indicators are used for the calculation of the indices – in more 

detail in Section 5.2.  

 

Figure 6.28: Vulnerability Analysis – Map Representation of NUTS3 Regions in Greece and the Most 

Vulnerable GeoAreas 

 

Figure 6.29: Vulnerability Analysis – Map Representation of cities of Greece and the Most Vulnerable 

GeoAreas 
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Figure 6.26 displays a map illustrating the environment index of the NUTS3 regions in Greece for 2023 

highlighting the two most vulnerable urban and rural NUTS 3 regions. Figure 6.27 offers a different 

perspective, presenting a map of the environment index for cities in Denmark, alongside the two most 

vulnerable cities shown next to the map. 

In this tab, the evolution of the dimension indices for the selected level of analysis for a specific 

geoArea is offered through a line chart, as depicted in Figure 6.28. At the bottom of this page, a filter 

with multiple selection of the geoAreas of the selected level of analysis adjusts the bar chart. In the 

case of the NUTS 3 regions, the filters are split into two filters, one for the Urban Regions (purple color) 

and one for the Rural Regions (blue green color). The bar chart shows the dimension indices of the 

selected geoAreas across time and so the user is able to compare the different cities and regions in a 

user-friendly way.   

 

Figure 6.30: Vulnerability Analysis – The Evolution of Specific Regions and the dimension indices 

across multiple regions 

7.0 Conclusions and Next Steps 

In the current deliverable, we have provided details for the development of a set of processes to 

support data population, data querying, data analysis and data visualization over the SustainGraph. 

Focus is given on the development of the relevant software by considering the integration of ML 

processes and techniques. A continuous development and integration approach is followed for all the 

produced software, leading to the release of stable versions of the software. Such an approach will be 
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followed during the lifetime of the ARSINOE project, by considering the feedback received from the 

usage of the provided tools in the ARSINOE case studies. 

In the upcoming period, the focus will be on increasing the adoption and use of the developed 

knowledge management tools by the ARSINOE case studies, as well as creating more intuitive 

visualizations in the SustainGraph Visualization Kit. Leveraging Large Language Models will streamline 

the knowledge graph querying process for non-expert users. Additionally, improving the data 

population pipelines will strengthen the collaboration between the SustainGraph and the ARSINOE 

Data Hub. 
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Systems Innovation Approach (SIA) addresses the growing complexity, interdependencies and 

interconnectedness of modern societies and economies, focusing on the functions of the cross-

sectoral system as a whole and on the variety of actors. The Climate Innovation Window (CIW) is the 

EU reference innovations marketplace for climate adaptation technologies. ARSINOE shapes the 

pathways to resilience by bringing together SIA and CIW, to build an ecosystem for climate change 

adaptation solutions. Within the ARSINOE ecosystem, pathways to solutions are co-created and co-

designed by stakeholders, who can then select either existing CIW technologies, or technologies by 

new providers (or a combination) to form an innovation package. This package may be designed for 

implementation to a specific region, but its building blocks are transferable and re-usable; they can 

be re-adapted and updated. In this way, the user (region) gets an innovation package consisting of 

validated technologies (expanding the market for CIW); new technologies implemented in the specific 

local innovation package get the opportunity to be validated and become CIW members, while the 

society (citizens, stakeholders) benefits as a whole. ARSINOE applies a three-tier, approach: (a) using 

SIA it integrates multi-faceted technological, digital, business, governance and environmental aspects 

with social innovation for the development of adaptation pathways to climate change for specific 

regions; (b) it links with CIW to form innovation packages by matching innovators with end-

users/regions; (c) it fosters the ecosystem sustainability and growth with cross-fertilization and 

replication across regions and scales, at European level and beyond, using specific business models, 

exploitation and outreach actions. The ARSINOE approach is show-cased in nine widely varied 

demonstrators, as a proof-of-concept with regards to its applicability, replicability, potential and 

efficacy. 
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